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We present an approach for cataloging an
organization’s skill assets based on electronic
communications. Our approach trains
classifiers using messages from skill-related
discussion groups and then applies those
classifiers to a different distribution of person-
related e-mail messages. We present a
general framework, called cross training, for
addressing such discrepancies between the
training and test distributions. We outline two
instances of the general cross-training
problem, develop algorithms for each, and
empirically demonstrate the efficacy of our
solution in the skill-mining context.

An increasing number of knowledge-intensive orga-
nizations prize their human skill set as their primary
asset. Like any asset, skills can only be fully utilized
if they are well understood and carefully cataloged.
The ability to locate people with specified skills is
crucial for many business activities, including man-
aging projects, answering questions, and building
project teams. An organization-level catalog of em-
ployee skills serves as the basis for identifying skill
gaps, and in quantifying an organization’s value.1–3

Skill assets present two difficulties beyond those as-
sociated with conventional assets. First, because each
individual has a large and unique set of skills, the
size of the skill catalogs for an organization is quite
large. Second, characterization of skill assets is of-
ten more subjective than conventional assets. Both
of these difficulties make the creation and contin-
uous maintenance of this catalog over time an ex-
ceedingly expensive operation. This expense and the

importance of the information itself spurred our in-
vestigation of automated methods for addressing the
problem.

Any automatic means of creating and maintaining
a skills catalog must rely on a data source with sev-
eral specific properties. (1) It must be inexpensive
to access electronically—a cost-effective solution can-
not rely on expensive data. (2) The data must be ubiq-
uitous and inclusive—our goal is a comprehensive
skill catalog, thus our data source must comprehen-
sively cover an organization’s employees. (3) The
data source must contain rich personal data—a per-
son’s skills are multifaceted, and capturing a mean-
ingful piece of this picture will require rich data about
that person. (4) The data source must be current and
continuously updated, because we are interested in
maintaining a skill catalog over time.

For many organizations the only data source that sat-
isfies all four of our requirements is personal elec-
tronic communications. This includes e-mail, post-
ings into public or private discussion groups, and
documents authored by the individual. In this paper
we refer collectively to these forms of person-related
content as personal communications or person-re-
lated messages. We refer to the problem addressed
in this paper as the skill-mining problem, that is, the
problem of creating and maintaining a skill catalog,

�Copyright 2002 by International Business Machines Corpora-
tion. Copying in printed form for private use is permitted with-
out payment of royalty provided that (1) each reproduction is done
without alteration and (2) the Journal reference and IBM copy-
right notice are included on the first page. The title and abstract,
but no other portions, of this paper may be copied or distributed
royalty free without further permission by computer-based and
other information-service systems. Permission to republish any
other portion of this paper must be obtained from the Editor.

IBM SYSTEMS JOURNAL, VOL 41, NO 3, 2002 0018-8670/02/$5.00 © 2002 IBM OBLINGER ET AL. 449
























